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How to read this report

This bill study is organized into five sections:

e Executive Summary provides a synopsis of the bill study accompanied with key takeaways;
® The Introduction gives an overview of the topic;

e Key concepts provides definitions for important terms used throughout the report;

e The Legislative Overview summarizes the proposed Virginia bills and those in other states;
e Finally, the Proposed Policy Recommendations section sets out several recommendations

and suggestions for policymakers to consider when developing policy solutions.

The report can be read as a continuous document, or readers can skip to sections of interest.

Important takeaways are summarized in the Policy Recommendations section.

Executive Summary

This bill study explores legislative options to require labeling and provenance disclosures for artificial
intelligence (AI) systems, especially generative and decision-making models. AI systems are
increasingly embedded in public-facing tools and often operate without clear accountability regarding
their data sources, training methods, and creators. It is often difficult to determine whether content
has been modified or created by Al and this can have downstream impacts on people’s perception of

what is real or true in the digital world.

The study evaluates current gaps in Al transparency, reviews Federal and State efforts, and proposes
policy recommendations to standardize labeling and track provenance. Labeling is the practice of
attaching visible or invisible contextual information to a digital item, such as text, photographs, or
videos, to inform audiences about qualities of that content, such as whether it has undergone certain
modifications. Provenance is the metadata that establishes the origin and modification history of the

content being labeled. Together, they form the basis of content authenticity.

Although content creators and Al developers are exploring ways of confirming and communicating
content authenticity, there is currently no standard practice, nor legislative or regulatory requirements
pertaining to content authenticity. A central finding of this report is that many existing labeling

methods are proprietary and non-interoperable, creating barriers to designing labeling protocols that
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can be reliably enforced across platforms, jurisdictions, or model providers. This fragmentation in
technical approaches underscores the importance of establishing policy frameworks that set clear
principles for labeling and provenance to be portable (interoperable), tamper-evident, and persistent
(resilient) without mandating a single technical solution that could quickly become obsolete or
exclusionary. Without these characteristics, important content authenticity information in the form of
provenance and labeling risks being stripped or corrupted in the normal course of content sharing,

undermining its value for verification and accountability.
Introduction

The need for standardized labeling content is driven by a fundamental asymmetry in user knowledge
and system complexity. Most users cannot independently determine whether the content they
encounter was generated or modified by an Al system. This lack of transparency erodes the
informational environment and opens the door to a range of harms. For instance, synthetic images or
videos can be used to impersonate public figures, mislead voters, or fabricate evidence. Generative text
can simulate personal communication or produce persuasive misinformation at scale. Even seemingly
benign Al outputs, such as voice assistants or summarization tools, can subtly influence user behavior

or reinforce existing biases without disclosing the role of automation.

The societal imperative for content authenticity labeling is particularly urgent in high-stakes
environments. When private companies, foreign governments, malicious actors, and public-facing
institutions, such as social services agencies, educational systems, or the criminal justice system, all
begin to adopt Al-powered tools, the lack of transparency about content authenticity introduces
systemic and structural risks. People lacking digital literacy will be more susceptible to Al-powered
scams, and vulnerable groups are likely to be disproportionately targeted for manipulation and
exploitation using fake content. The absence of labeling and provenance not only reduces the ability of
individuals to understand and contest outcomes but also undermines the legitimacy of all social

institutions as AI becomes more embedded in everyday business practices.

Generative Al in particular, has enabled fake, manipulated, and inauthentic content to proliferate at
an unprecedented scale. Generative Al refers to a class of machine learning systems designed to create
new digital content that mimics human-created material. These systems are typically trained on vast,
heterogeneous datasets that may include images, text, video, audio, and other multimodal inputs. The

underlying architecture often consists of large-scale neural networks, such as transformer-based
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models, which learn complex statistical relationships between inputs and outputs. Once trained, these
models can produce synthetic content that is difficult, if not impossible, for human observers to
distinguish from authentic human-generated content. Generative Al is already being deployed across

domains ranging from journalism and education to entertainment, advertising, and healthcare.

The development of Al models follows a lifecycle that includes multiple distinct phases: initial
pretraining on general-purpose datasets, fine-tuning on more domain-specific or task-specific data,
iterative evaluation to assess model performance, and ongoing updates that reflect new data, user
interactions, or safety interventions. Each stage of this lifecycle represents a potential point of
divergence between the original data inputs and the final outputs. Unlike provenance, which focuses
on the traceability of the entire Al development and deployment pipeline, labeling is primarily

concerned with how this information is communicated at the point of consumption by end-users.
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Figure 1: Figure depicting major modalities of Al systems (image, text, audio, video, design) and notable

use cases.

Robust provenance and labeling systems serve both retrospective and prospective functions.
Retrospectively, it provides a verifiable trail that can be used to understand how a given output was
generated, which is critical in legal, medical, or evidentiary contexts. Prospectively, it informs end-users
about the Al-modified content they encounter, supporting quality assurance, risk assessment, and

informed deployment decisions. Key components of a governance framework may include everything
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from training dataset lineage records, model documentation artifacts (such as model cards or
datasheets), to cryptographic or platform-level mechanisms to associate content with its originator or
producing system. Provenance can refer to the entire data and model lifecycle. However, the study
recommendations focus on the provenance and subsequent labeling of digital content itself, such as
text, video, images, and audio files rather than the datasets or processes used to train AI models.
Questions of training data provenance, such as how Al models acquire, store, or label inputs, raise
distinct ethical and regulatory considerations but are outside the scope of these study

recommendations.

Key Concepts

Provenance refers to the capacity to record, trace, and reconstruct this chain of development and
influence from the source data to the final content or decision for the purposes of enabling
transparency, accountability, and auditability.' Provenance includes the storage of metadata (i.e.
data about data) describing the origin, licensing, curation, and transformation of training datasets,
as well as technical documentation of model versions, update logs, and deployment contexts. For
provenance to be meaningful in a digital ecosystem, it must be portable, tamper-evident, and

persistent through content transformations such as compression, editing, or remixing.

Portability is the capacity for provenance metadata to remain intact and be consistently
interpretable across different platforms, file types, and environments. Portability ensures that
content authenticity information stays attached to the content, even if it moves from one platform

or format to another.

Tamper-evident refers to the design of provenance metadata and content labels so that any
attempt to alter, remove, or forge the information leaves verifiable evidence of manipulation. The
purpose is not necessarily to prevent tampering outright, but to make tampering visible and
verifiable so that users, platforms, and regulators can detect when content authenticity has been

compromised.

Persistent/resilient is the ability of provenance metadata and content labels to endure across time,

file types, and content transformations and remain attached and accessible even when the
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underlying content is modified. In AI provenance, persistence ensures that metadata or labels

survive common operations such as compression, resizing, cropping, editing, or remixing.
g g

Labeling, as a complementary mechanism to provenance, refers to the explicit and accessible
disclosure of information about content authenticity. Content could be labeled as Al-generated or -
modified, or alternatively, it could be labeled as authentic. Authentic content is content that has not
been materially transformed by AL The primary objective of labeling is to inform end-users that the
content they are viewing, hearing, or interacting with is either synthetic, authentic, or has been
subject to modification. Labeling acts as an interpretive layer between technical documentation
(provenance metadata) and the public-facing experience of content (what end-users see), bridging

the gap between systems transparency and user awareness.

Watermarks are digital markers placed directly inside content that signal its origin, such as is in the
pixels of an image, the audio track of a video, or the word patterns in text. Watermarks embed an

encrypted, invisible or visible code in which the content itself will not be affected.

In practice, labeling can take various forms depending on the medium. Labeling can be visible or
invisible to end-users. In other words, labels may be intended for machine readability or human
readability or both. For images and video, labels may include visible watermarks or text overlays that
indicate the use of AL For audio content, labeling may involve audible cues such as spoken disclosures,
background tones, or metadata tags embedded within the waveform file structure. For text-based
content, disclosures may be inserted directly into the output, displayed in adjacent tooltip popups, or
surfaced through expandable headers that identify the use of an Al and other information about how

the content was generated or modified.

In some cases, watermarks may be latent or invisible, embedded directly into the structure of the Al-
generated content, often using steganographic or signal processing techniques that do not alter the
visual, auditory, or textual appearance to human users. Metadata embedded in the file (such as EXTF
tags or media headers) can serve as machine-readable signals of authenticity or synthetic origin. Label
detectors can read these signals to interpret the embedded information. Text generated by Al cannot
be easily marked, so ascertaining content authenticity often relies on signature patterns in word choice
or sentence structure that are overrepresented in AI media. In audio, inaudible modulations or

frequency manipulations invisible to the human ear can serve a similar function. Label detectors can
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translate these invisible signals into a visible or audible display for end-users that informs them of the
content’s authenticity. Platforms may also support interactive provenance viewers or trust indicators,
allowing access to more detailed contextual information, such as when the content was generated, how
it was altered, and what system was used to produce it. However, existing provenance viewers are often
proprietary, experimental, and internally focused and thus typically not made available for end users or

other public facing use cases.

Despite their promise, latent watermarking technologies face significant limitations to their
robustness, detectability, and standardization. Latent watermarks can be fragile when content is
resized, compressed, cropped, translated, paraphrased, or otherwise transformed by users or platforms.
Simple actions like saving an image in a different format or uploading it through a messaging
application may strip or degrade the watermark beyond recognition. In order to verify a latent
watermark, users or auditors must have access to the proprietary detection tool, which is typically
maintained by the entity that produced the model. This creates a centralized dependency and raises
concerns about transparency, access control, and potential misuse. If model developers are creating AI
models, choosing how to label content, and also providing the detection tools for interpreting labels,
there is little accountability and no external oversight. Finally, there is a lack of industry consensus
around standardization of both latent and visible watermarks. Because many watermarking methods
are proprietary and non-interoperable, it is difficult to design labeling protocols that can be reliably

enforced across platforms, jurisdictions, or model providers.

There are also legal and ethical considerations. Latent watermarking does not provide notice to the
end-user in the way that visible labeling does. Without a user-facing disclosure, individuals may be
unaware that they are interacting with synthetic content, even if that content is traceable through
machine reading techniques. This asymmetry could run counter to the intent of labeling legislation,
which is to empower users to make informed decisions based on clear and accessible information
about the content they are encountering. Moreover, if latent watermarking becomes the default
industry standard, it could reinforce a technical opacity that undermines public trust in provenance

systems, since the public still would not be able to scrutinize content authenticity.

For these reasons, while latent watermarking may serve as a backend verification tool within a larger
transparency infrastructure, it should not be treated as a substitute for visible labeling or provenance

standards. A comprehensive policy framework must account for the complementary roles of visible
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and invisible labeling, each of which addresses different parts of the content lifecycle and user

experience.
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Figure 2: Trajectory of generative AI's forecasted presence in global media markets from 2025 to 2033.

Moreover, provenance and labeling mechanisms are central to broader governance objectives,
including ensuring responsible data stewardship, preventing model misuse, and upholding intellectual
property norms. They provide disclosures about how content was generated that help users

understand whether content has been ethically generated or respects the rights of content creators.

Some generative Al providers have already begun to develop practical approaches to provenance and
labeling to enable downstream detection and accountability. For example, companies such as OpenAl,
Adobe, Google, and Meta have joined the steering committee of the Coalition for Content
Provenance and Authenticity (C2PA). C2PA has developed content credentials which are “an open
technical standard for publishers, creators and consumers to establish the origin and edits of digital

content”.?

In addition, Adobe, alongside partners in the Content Authenticity Initiative (CAI), has pioneered
Content Credentials—metadata bundles that track digital assets from creation through editing and

Al-generated modifications.? These credentials are being embedded at the camera level and
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incorporated into tools like Photoshop and the Firefly generative AT model. Adobe has also launched a
public web app allowing creators to embed metadata, include creator attribution, and opt out of Al
training datasets—extending protection even to screenshots.* OpenAl has pledged to include C2PA-
based metadata for images produced by its text to image generator, DALL-E-3.% It is also exploring
invisible watermarking alongside existing Al detection classifiers. Google is bringing enhanced

Content Credentials (version 2.1) into products such as Search’s “About this image” feature, Lens,

and Ads.°¢

This existing momentum around establishing industry standards has emerged alongside greater public
awareness and concern around the harms of content inauthenticity. The fundamental issue with AI
provenance and labeling is ensuring people can trust and trace the origins of digital content.
Legislation offers an opportunity to mandate content authenticity principles that have emerged
directly from and should continue to guide the development of technical standards that balance

innovation with accountability.
Legislative Overview

Virginia

HB 21217 and SB1417%, the Digital Content Authenticity and Transparency Act (2025), were
introduced in the 2025 legislative session. These bills mandate that developers of generative Al systems
apply provenance data to synthetic digital content (i.e. images, audio, and video) that their systems
host or distribute. It also requires developers to provide a provenance application tool (to embed the
data) and a provenance reader (to access it) accessible to the public. Controllers of online services must
retain and surface any available provenance data, while capture devices (like cameras and smartphones)
must include these tools by default unless disabled. The Attorney General is empowered to enforce
compliance, issuing civil penalties, ranging up to $10,000 for willful violations, and first issuing a

notice with an opportunity to cure breaches. The law would have taken eftect on July 1, 2026.

SB 1161° and HB 2554, Artificial Intelligence Transparency Act, were also introduced in the 2025
session and required clear and conspicuous disclosures whenever audio, image, text, or video content
was generated by a generative Al system. These bills placed responsibility on developers and third-
party licensees to implement reasonable procedures to prevent undisclosed Al-generated content from
being distributed, treating violations as prohibited practices under the Virginia Consumer Protection

Act. Enforcement would have been handled by the Attorney General, with an opportunity to cure
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https://lis.virginia.gov/bill-details/20251/SB1417

violations before penalties, and individuals harmed by non-disclosure could seek monetary damages or

equitable relief.

All four bills failed to make it out of their respective Committees and were sent to JCOTS for study.

Other State and Federal Bills
Below are examples of state-level bills addressing public-facing AI usage that have been introduced in
the past three years. Many states have taken on the issue of deepfakes in elections as well as the

regulation of Al in a variety of contexts.

New York’s AB 6540 is the most comprehensive state bill addressing Al provenance. AB 6540
requires synthetic content creations system providers to include provenance data on synthetic content

produced or modified by a synthetic content creations system that such provider makes available.!!

California introduced AB3211 in the 2023-2024 session which would have required generative Al

content to be labeled. 2

In Mississippi, SB 2426 establishes the Artificial Intelligence Regulation (AIR) Task Force to evaluate
Al applications, assess risks, and develop policy recommendations. The task force includes legislators,
agency officials, and expert advisors, and is tasked with producing annual reports for the legislature
through 2027, balancing innovation with safeguards around privacy, ethics, liability, and societal

impacts.

New Jersey’s AR 141 takes a non-binding but targeted approach, urging generative Al and content-
sharing platforms to voluntarily commit to preventing and removing harmful synthetic media,
including deepfakes and “cheapfakes,” and to adopt detection and provenance measures to reduce

reputational and political harms.*?

In Utah, SB 0131 amends the state’s Information Technology Act to require clear disclosures when
synthetic media is used in political communications intended to influence voting, establishes civil

penalties for violations, and treats the use of Al as an aggravating factor in criminal sentencing.'

Together, these initiatives show a patchwork of legislative tools, ranging from study commissions and
voluntary commitments to disclosure mandates with aim of improving transparency and

accountability of systems that interact with synthetic media.
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At the federal level, there is currently no law governing AI provenance or labeling. In 2023, the
Algorithmic Accountability Act proposed impact assessments for high-risk AI systems, but would not
have required real-time labeling or enforce documentation of training data or model updates.” The
2023 Executive Order 14110 on Safe, Secure, and Trustworthy Al directed federal agencies to develop
provenance and labeling standards for foundation models and high-risk Al applications.'* However,
Executive Order 14110 was revoked in January 2025 and succeeded by the White House’s Artificial
Intelligence (AI) Action Plan in July 2025. Notably, the plan explicitly seeks to limit state level AI
regulation to any effect that “impedes innovation” of Al technologies. The plan authorizes the federal
Oftice of Management and Budget (OMB) to consider a state's Al "regulatory climate” when making

state level funding decisions.

The IOGAN Act (S 2904) directs the National Science Foundation and NIST to support research
into detecting and measuring manipulated or synthesized content, with the goal of developing
standards and public-private partnerships to address authenticity verification for Al-generated media.
NIST has contributed to this effort by releasing the AI Risk Management Framework, which

explicitly identifies traceability and documentation as key components of trustworthy AL "

The Federal Trade Commission (FTC) increasingly tackles issues related to digital platforms and Al-
generated content. In the context of Al labeling and provenance, the FTC plays a central role in

ensuring that disclosures about AI use are clear, truthful, and not misleading to end-users. The FTC
has issued guidance around deepfakes and deceptive content, but enforcement is limited to post-hoc

actions under consumer protection frameworks. '®

Policy Recommendations

To ensure meaningful transparency in the deployment of Al systems, policymakers may consider
the adoption of labeling and provenance requirements. Legislation should avoid prescribing a single
technical standard or labeling format, as doing so would risk locking in specific technologies,
creating disproportionate burdens on smaller actors, and inhibiting innovation in the space of
content authentication. Instead, policy could articulate clear labeling principles, like end-user
transparency and metadata persistence, while allowing for multiple implementation pathways

aligned with evolving standards.

JCOTS Bill Study — AI Provenance and Labeling
Prepared for the members of the Commission
10



Trusted Content

If policymakers were considering requiring labels, the most pragmatic and durable policy approach
would be to start by focusing on labeling authentic (trusted) content. This approach allows creators
and institutions to certify that a given piece of content was produced or captured by a human and
has not been synthetically altered. Identifying Al-generated or -modified material is still a constantly
moving and evolving target. This framework shifts the regulatory emphasis from identifying every
instance of synthetic material to the more enforceable goal of certifying trusted content. Under this
model, content producers (whether individuals, media platforms, or companies) would have the
option to label content as authentic, meaning that it was created or captured by a human. Labeling
provisions could include requirements for both machine-readable and human-readable authenticity
labels. For example, trusted images or videos could include digital signatures or metadata stamps
certifying they originated from verified sources. For institutional communications, particularly
from government agencies or in legal or public health contexts, mandatory disclosures could be
included when content is human-authored and verified. The goal is to give end-users confidence in

what they are seeing or reading, rather than forcing comprehensive and fragile Al labeling regimes.
Tiered Tagging Systems

At the same time, legislation could encourage additional, voluntary tagging mechanisms for AlI-
generated or -modified content, enabling disclosure or compliance with emerging industry
standards such as C2PA." This could include the ability to apply binary labels distinguishing Al
from human-origin content. However, legislation can also encourage platforms to explore more
granular or tiered tagging systems that indicate varying degrees of Al involvement, such as Al-
assisted editing, Al-generated images, or fully synthetic media. If implemented, these tagging
mechanisms should be visible, interoperable, and consistent across content formats to ensure clarity

for end-users and downstream re-users of digital content.
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Figure 1. The Al provenance and labeling workflow diagram illustrates the end-to-end process for determining
and labeling the provenance of digital media from its creation through archival. The two primary entry points
for content creation are anthentic media and synthetic or Al generated media. Authentic content can also
undergo significant “material transformation” to become Al-generated content. At ingestion, Al tags may be
provided divectly by the user and/or can be confirmed via provenance checks. Provenance is assessed for presence
and validity, with results leading to one of three outcomes: Authentic (green), AI Tagged (blue), or Unverified

(red). Decision diamonds (yellow) indicate critical verification decision making points.
Principles of Content Authenticity: Portability, Tamper-Evident, Persistent

Legislation could stipulate several principles of content authenticity than any provenance and
labeling standard must adhere to, without being prescriptive about the technical implementation of
these principles to allow industry to continue to innovate practical standards. Portability makes
provenance usable everywhere, tamper-evident ensures provenance cannot be unknowingly

removed or falsified and persistence guarantees provenance survives the everyday transformations of
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digital content. When considered together, these make up the foundation of content provenance

and labeling.

Portability

All digital platforms that allow users to upload content could be required to carry forward
any provenance metadata included with the content at the point of upload. This obligation
would preserve existing signals of authenticity or Al involvement across platform
ecosystems and enhance public trust in digital content without imposing significant
technical burdens. The requirement would apply regardless of whether the provenance data
originates from a third-party tool or from the content creator directly, provided that the

data is reasonably structured and verifiable according to standardized formats.

Tamper-evident

In practice, tamper-evident means that if provenance information is altered, stripped, or
forged, the manipulation leaves a detectable trace. This quality does not always prevent
tampering outright, but it ensures that tampering cannot occur silently or without
consequence. Techniques such as cryptographic signatures® and immutable audit trails*

make it possible to verify whether provenance data remains intact or has been compromised.

Persistent

In today’s digital ecosystem, content is rarely static; images are compressed for faster web
loading, videos are clipped for sharing, and text is reformatted across platforms. If
provenance metadata disappears during these common transformations, transparency and

accountability may be lost.*
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